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Introduction 
QOMPLX continues to engage in advanced reinforcement learning focused research to 
find techniques and develop technology capable of supporting more computationally 
and operationally efficient as well as effective decision-making under uncertainty. This 
effort, while focused predominantly on real-world use cases related to risk management, 
has benefitted substantially from participation and interaction with leading researchers 
working on Reinforcement Learning (RL)-based approaches to game play.   

Blizzard’s StarCraft is a Real Time Strategy (RTS) game with partial observability and 
multiple prospective opponents. It has provided a particularly rich canvas for 
experimentation and concept validation. This post is part of a series on how QOMPLX 
has leveraged StarCraft for reinforcement learning,  multi-agent reinforcement learning 
techniques, and select experiences in applied research supporting these improved 
decision-making goals.  

Background and Motivation 
Identifying and learning an opponent's strategies (and the way such strategies are 
chosen) is a typical and important problem in Reinforcement Learning (RL). In a 
two-player game, both players try to achieve a mixed Nash equilibrium.1 However, this is 
often difficult in complex games and thus poses a real research challenge. In this 
research, we categorize different types of opponents (or, how an opponent chooses 
their strategy to present as a specific potential opponent) by means of a scoring 
mechanism. This, in turn, aids our own decision making in determining a strategy to 
counter anticipated actions of the opponent as it manifests its selected strategy. The 
research outcome can be readily applicable to other areas such as cyber security where 
it is important to identify a potential attacker’s strategy and devise appropriate 
mitigations or interdiction activities.  

Categorization of Opponent Build Order Selection in 
Starcraft 
In this post, we apply a selection of our research to play StarCraft AI for the following 
reasons: 

■ The state space is enormous, much bigger than that of Go or Chess. Exploration
is really challenging here and is more similar to real-world decisions with
adversarial dynamics and partial information.

■ The opponent can dynamically evolve their strategies together with us, making
the problem a co-evolutionary challenge and non-ergodic.

https://en.wikipedia.org/wiki/Nash_equilibrium
https://starcraft2.com/en-us/
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The selection of strategy is vital here as a good one can provide big advantages, all 
other things being equal. A strategy in StarCraft is also known as a build order. In this 
post we’ll largely treat them as equivalent. A build order (BO) is the sequence by which 
certain units/buildings are trained/constructed. Different BOs have different purposes, 
ranging from rushing to macroing (gaining an economic advantage). Think about this 
scene in terms of rock-paper-scissors, as one BO counters another, but not necessarily 
all others. 

To win a game, it is vital to choose a good BO which depends on how the opponent 
chooses their BOs. Based on our observation of the StarCraft AI ladder BASIL, we 
categorize the opponents into 4 primary types when it comes to BO selection. 

■ 1BO: Opponents who only use one single BO, effectively one-trick ponies.

■ RP:  Opponents who Randomly Pick (RP) a strategy from a pool of BOs in each
game. This is often done regardless of previous game outcomes. The most
prevalent way of doing RP is to assign equal weights to all BOs. A variant is to
assign each BO a different weight which may or may not change over time.

■ UCB1:  Opponents who use the established/most popular strategy-selecting
algorithm UCB1 and/or its variants. It's roughly equivalent to selecting the best
performing (in terms of win rate) BO so far.

■ CP:  Opponents who always Counter Previous (CP) BOs. More specifically, if the
opponent won the previous game with a certain BO, this BO will be used in the
current game. Otherwise if the opponent lost the previous game, the opponent
will search from their BO pool for a BO that maximizes the chances of winning
over our BO which was used in the previous game.

Case Study 
We developed scoring mechanisms to help to identify the different types of opponents 
as previously described.  

All scores are normalized and in the interval of [0, 1], making comparisons easy across 
different potential adversaries. To examine the effectiveness of the scoring mechanisms 
(in this case study, for each type of opponent), we simulated an opponent who chose 
BOs in a way dictated by the opponent type, totaling 4 experiments. In each experiment, 
1000 Games were then run and the scoring mechanisms for all 4 types of opponent were 
applied. Since we knew the type of opponent, we expected that the scores associated 
with that particular type should lead the others. We also examined if any of the scores 
raised false alarms. For both the opponent and our bot doing battle, there were 5 BOs to 
choose from, which is fairly common in the StarCraft AI scene. As for our own BO 
selection, we utilized the Bayesian Multi-Armed Bandit (MAB) algorithm as detailed in 
our previous paper. 

https://basil.bytekeeper.org/ranking.html
http://aaai-rlg.mlanctot.info/papers/AAAI20-RLG_paper_6.pdf
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Experiment #1: 1BO 

An opponent who used 1BO was simulated. Here we simply count the number of times a 
particular BO is used in a recent time window. If the usage exceeds a certain 
percentage, say, 95%, we become confident that the opponent likes to use a single BO. 
The picture below shows the time history of scores for different opponent types. The 
higher the value of the score, the more likely that the opponent is of the associated type. 
Here the 1BO is indeed the most matching type as its black dots occupy high positions 
throughout the time. It should be noted here that the CP type caused quite a bit of 
confusion as the green dots overlap a lot with the black dots. It turns out the single BO 
the opponent sticks to is often the best counter strategy. But luckily with the 
quantification (scoring) here, we were able to tell what the dominant type was as there 
was a considerable amount of green dots deviating from the high positions. 

Figure 1: Time history of scores for different opponent types in Experiment #1 

Experiment #2: RP 

An opponent who used RP was simulated. Here we use the Kolmogorov-Smirnov test 
(KS test) to examine how likely the opponent is going for RP. KS test computes a  
statistic that measures the distance between two distributions. One of them is the  
distribution which the opponent follows to choose the BOs, the other is the reference  
distribution, or the uniform distribution. The p-value of the KS test is used as the score  
here. The higher the p-value, the more likely that the distribution of opponent BO  
selection is truly uniformly random (aka the reference distribution). It should be noted  
here that the reference distribution does not have to be uniform. In fact, it can be  flexible 
and accepts any distribution the user desires. In the figure below, the RP type is  
dominant as the blue dots occupy the upper half of the picture: 
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Experiment #3: UCB1 

An opponent who used UCB1 was simulated. This type is very similar to CP but inferior,  
especially when the best performing BO loses, there's still some chance the best  
performing BO gets selected again in the next game. Whereas for CP, the best  
performing BO could be dropped immediately as there might be better BOs that counter  
the previous BO the opponent used (the best BO is best only in the sense that it is best  
against ALL opponent BOs, but not necessarily against the previously-used BO). In this  
way, CP effectively eliminates unnecessary exploration on the best BO. But this comes  
at a price, we must have some sort of knowledge about the past games as the  
necessary ramp-up phase for CP. However, this process can be expedited if we can  
incorporate domain/expert knowledge directly (i.e., rock always beats scissors, and this  
knowledge does not require any past experience).  

In order to identify this type of opponent, we look at all the previous BOs the opponent  
used and the associated game outcomes, and predict the next BO the opponent would  
choose if the opponent were to use UCB1. Such prediction is deterministic once we  
know the opponent BO usage history and the associated game outcomes. Obviously the  
more times the opponent actually chooses the predicted BO, the higher the likelihood  
that the opponent is of the UCB1 type, as indicated by the red dots in the figure below:

Figure 3: Time history of scores for different opponent types in Experiment #3   

Figure 2: Time history of scores for different opponent types in Experiment #2
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It is interesting to note that the RP score is the worst as the blue dots are near the  
bottom. It makes sense as UCB1 purposefully selects the best performing BOs while for  
RP, the situation is the opposite as all BOs have a chance to get chosen regardless of  
the past game outcome, meaning the worst performing BO could get picked at times. 

Experiment #4: CP 

An opponent who used CP was simulated. We simply look at the BO the opponent chose  
in a recent time window. The more times the opponent chose a BO following the pattern  
dictated by CP, the higher the score (more likely) that the opponent is indeed of the CP  
type. In the picture below, the CP scores (shown by the green dots) were able to  
indicate that CP was the dominant type. Similar to the observations in our experiment #1,  
the 1BO type caused quite a bit of confusion here, but the scoring was able to  distinguish 
between the two types. 

Figure 4: Time history of scores for different opponent types in Experiment #4 

Conclusion 
We developed and applied a Build Order detection system which can not only accurately 
capture the opponent type, but also avoid raising false alarms. This work will help to  
predict and counter opponent strategies greatly as it reduces uncertainty associated  
with the opponent type determination.  Bots with higher confidence in opponent type  
can better counter a given strategy with the help of such a system. 

A side product coming from this research is, it turns out CP can perform even better  
than the Bayesian MAB. 1000 games were run vs all 4 opponent types using both  
Bayesian MAB and CP, and the numbers of games we won were recorded in the table  
below. CP outperformed in every case as it helped to raise the win rate significantly.  This 
is within our expectations as explained by the discussion for experiment #3.
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This research into Build Orders, more broadly into dynamically assessing the likely 
strategy of a given opponent, is highly relevant for adversarial domains like security 
which involve sentient and learning actors. This research is an important part of 
QOMPLX’s broader research into optimal decision-making under uncertainty and how 
different techniques can improve risk management outcomes – even when you have to 
compete against an adversary with imperfect knowledge of who they are, what they 
want, or the game board on which you both are operating.   

In future posts, we’ll be discussing more work on StarCraft AI research and also share 
some lessons learned applying this to security and risk management more directly. 




