
 

 

Q:TimeSeriesDB 
Store, index, and serve metrics from streaming 
time series and event data at scale

 
 

Background 
Today’s business environment is data-driven, more dynamic and fast-paced than ever before. Obtaining 
meaningful insights from that data requires the ability to organize heterogeneous data sources in such a 
way that successive and related data can be rapidly ingested and analyzed in order to gain rapid 
contextual understanding and rich characterization of how data evolves.  To gain a comprehensive 
understanding of a variety operational risks, sometimes insight only comes from understanding how 
related data changes over time, space, or other logical progression such as: how operational technology 
assets perform over time and can achieve better performance via predictive maintenance and 
operations practices; tracking mobile assets like vehicles and containers and looking at how their 
attributes are changing; examining how corporate premises may be impacted by wind or flood 
exposures; understanding climate change by tracking the changing migration or behavior of animals; or 
evaluating and alerting on activities and geo-tagged information within a specified proximity to potential 
terrorism targets. 

QOMPLX's Q:TimeSeriesDB (database) is multidimensional, and addresses the common need to store, 
index, and serve metrics from arbitrary event and time series data sources at substantial scale. It 
enables sophisticated and intuitive analysis of metrics and logs data, financial ticker symbols, economic 
indicators, and scientific records in a highly-available and highly efficient distributed data store, 
ensuring that data is recorded and available even in the event of hardware or network failures. The 
distributed system supports seamless horizontal scaling to add and remove capacity to optimize 
performance for even the most challenging use cases.  Intensive streaming analytics capabilities with 
optional triggers, a powerful domain-specific time series modeling and query language, and 
configurable persistence with data summarization, downsampling, and retirement controls.  

Q:TimeSeriesDB is also appropriate for large-scale IoT projects where gaining real-time insights across 
many sensors is fundamental to value. This capability enables the acceleration of decision-making, the 
automation of detection and triage and escalation routines on sensor data, and the creation of 
tremendous business value by ingesting, processing, storing, and alerting on analytic routines and 
queries without interruption.   

QOMPLX:OS Implementation 
QOMPLX’s Q:TimeSeriesDB allows for disparate data to be collected by nodes or sensors which format 
raw data into multidimensional arrays intuitively defined by users with tagging to form n-dimension data 
sequences commonly called data cubes. This approach to organizing data allows a minimal number of 
transactions to retrieve and process data of interest so as to enable large scale analytic processing of 
related data sequences. Q:TimeSeriesDB has an accessible and extremely powerful query language and 
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modeling language that will feel familiar to anyone who has used SQL.  The service is accessed via a 
RESTful interface by a simple client application that is configurable on multiple platforms. 

Q:TimeSeries DB abstracts significant operational complexity away from its users, allowing domain 
experts to find insight from their data without being burdened by these common challenges in other 
time series data stores and analytic solutions.  The uniquely performant and scalable approach allows 
users to address these typically encountered problems such as:  

■ Data modeling - How do we support access patterns efficient enough for production use cases 
while still allowing for simultaneous ad hoc data exploration?  

■ Data availability - What is the resiliency of the systems from which data is being collected? Are 
these systems reliable, homogeneous, and periodic, or are they arbitrary and heterogeneous 
with widely varying periodicity?  

■ Data querying - Can I run complex queries on data within and across individual entities’ data? 
Can we filter based on time, space, or focus on anomalies vs slow changes in that data? 

■ Data analysis - Does the system support industry-best data analysis techniques with the most 
relevant mathematical algorithms and statistical heuristics to drive insight? 

■ Event-based Triggers - Will the system allow the specification of thresholds or values (both 
fixed and formulaic, against either queries or analytic results? 

 
Data Collection and System Performance 

Instead of operating on top of a traditional relational database or building on Hadoop like a number of 
other solutions, QOMPLX:OS utilizes a massively distributed key-value store to underlie its 
Q:TimeSeriesDB component service. This type of abstract data structure is based on sets of 
associations or “bindings” between a key and its value (as in, a word and its meaning in a dictionary). 
This provides additional flexibility in applying numerous modeling techniques to analyze and predict 
complex behavior and performance along with gaining the expected scaling and availability properties 
that the industry has come to expect from NoSQL-based distributed technologies. 

Data Availability 

Q:TimeSeriesDB offers flexibility in that processing data, whether homogeneous or heterogeneous in 
periodicity and/or dimensionality/schema, is made possible by the workflow rules, built into back-end 
algorithms, that define distinct swim lanes for different data types and how they are written to it. The 
end result is a consistent and reliable data process from collection to analysis. 

Data Analysis and Presentation 

Q:TimeSeriesDB includes an easy-to-use client that can be configured to run on JVM-based languages 
or Python. The client can trigger user-defined functions as well as an extensive library of highly 
advanced modeling functions supporting anomaly detection, classification, clustering, event correlation, 
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and forecasting future behavior or data values. Q:TimeSeriesDB can be used to solve a number of 
complex problems in real-time, including: 

■ Funnel Analysis — quickly and easily quantify the effect that changes made to an application 
have on conversion rates down the line 

■ Behavior Extraction — predict and optimize an application’s performance based on recursive 
analysis of its behavior under varying workloads 

■ Lifetime Value of Customers — discern lifetime ROI of customers, through customizable 
queries to isolate trends and track effectiveness of behavioral queues 

■ Geospatial Queries — compare and evaluate potential spatial relationships and symmetries, 
using queries involving common geometric shapes, custom polygons and detailed mapping data 

■ Multivariate Statistical Process Control — leverage advanced statistical modeling techniques 
to discover unanticipated correlations and interactions, between complex system components 

■ Mobile Sensor Support — track moving entities and how associated data changes of time, 
including vehicles, cargo, drones, mobile devices, or other IoT applications 

■ 4-d Analytics — track moving entities and how associated data changes of time, including 
vehicles, cargo or even model soil and rock for petrophysics or reservoir data and predictive 
modeling of spatial grids 

 

Ready to learn more about QOMPLX:OS? Contact us today.  
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+1 (703) 995-4199  info@QOMPLX.com  www.QOMPLX.com 

Why QOMPLX® 

QOMPLX makes it faster and easier for organizations to integrate all of the disparate data 
sources across the enterprise into a unified analytics infrastructure to make better decisions. 
This broader analytics infrastructure is provided through QOMPLX:OS, an enterprise operating 
system that powers QOMPLX’s decision platforms in cybersecurity, insurance underwriting, and 
quantitative finance. Headquartered in Tysons, VA, QOMPLX, Inc. also has offices in New York 
and London. More information about QOMPLX can be found at https://www.qomplx.com/. 
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