
 

   

Q:GraphStack 
Explore complex relationships and data flows

 
 

Background  

In a highly competitive environment, business successes are sustained by how well organizations can 
find unique insights from across all available data to inform their decision-making.  In a number of cases 
enterprise knowledge graphs are ideal, if specific, tools to develop powerful insights at scale. 
Q:GraphStack utilizes linked data from an analytical perspective that is made possible with ontological 
engineering, in which formal, standardized representations or naming conventions are used for the 
same set of concepts or objects within a domain (as well as the relationships between them).  This 
enables examination of the relationships between entities in addition to the properties of the objects 
themselves.  The ability to flexibly specify and evolve knowledge models provides an extraordinarily 
powerful tool for a variety of challenging use cases including: 

■ Client and Product Engagement Maps: generate comprehensive understanding of customer 
behaviors and preferences around products to drive superior revenue growth and drive 
evolution of your market-leading products and services 

■ Risk and Process Maps: create data linkages and know relationships and possible connections 
between data and business processes (e.g. via BPMn) across your organization to map 
dependence and explore how disruptions might manifest; explore unforeseen risks, catalogue 
control coverage, and support the creation of more effective risk mitigation strategies to bolster 
employee safety, prevent cyberattacks, or regulate production capacity 

■ Company and Relationship Maps: conduct analysis of corporate data including investors, key 
stakeholders, directors, SEC filings, lawsuits, and financial data 

■ Supply Chain: increase process predictability, reduce risks of operational disruption, increase 
capacity factor, improve supplier relationships, and manage more cost-effective logistics plant 
operations  

■ Cyber Graph: better understand cybersecurity threats by detecting interconnected events, 
domains, devices, people, activities, and threat actors 

■ Financial Services – Fraud Detection: explore multiple types of fraud and money laundering 
patterns to meet know-your-customer (KYC), anti-money laundering (AML), and payments 
fraud  

The flexibility of this approach to knowledge engineering easily supports determination of simple, 
distinct results. E.g., what books have I bought? It also supports complex, predictive results through the 
use of algorithm-powered pattern matching. E.g., what books might I like based on books enjoyed by 
other people who liked books I liked? The fundamental data structure that makes semantic queries 
possible is the underlying graph database. The main components of a graph database are a vertex (or 
node or entity) and an edge (or labeled connection between vertices). This rich enterprise knowledge 
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graph is a very powerful tool for use cases in which relationships between entities necessarily must be 
first-class citizens.  

Complex hierarchies and networks — i.e., graphs — present enormous opportunities and challenges for 
data storage and use. Below is a representation of how various user, privilege, and device relationships 
in Active Directory in a cyber realm can be associated and shown in Q:GraphStack. 

Q:GraphStack - Cyber Ontology Example 

 

QOMPLX:OS Implementation 
One of the inherent benefits of graph databases is that relationships are explicitly encoded so they can 
be more readily traversed than by inferring multiple relationships through joins as required in other 
paradigms. As data volume inevitably increases over time and data models change, existing models can 
be easily adapted to include new relationships without having to modify the initial modeling framework. 
This flexibility in Q:GraphStack is ideal for laborious tasks such as tracking obsolete IT infrastructure 
elements and changing usage history with minimal overhead even in a dynamic environment. 

In addition to queries, implementation of graph databases optimizes performance in handling other 
types of transactions. In the development and operationalization of Q:GraphStack, QOMPLX used both 
synthetic and real data to establish superior benchmark performance in execution time of workloads. 
For deployment of particular product instances, we do the following: 

 
■ Clustering Workload (CW): CW consists of a well-known community detection algorithm for 

modularity optimization, the Louvain Method. We adapt the algorithm on top of the 
benchmarked graph databases and employ cache techniques to take advantage of both graph 
database capabilities and in-memory execution speed. We measure the time the algorithm 
needs to converge to optimize rebalancing against service performance. 

■ Massive Insertion Workload (MIW): We create the graph database and configure it for massive 
loading, then we populate it with representative data. We measure the time for the creation of 
the whole graph as a proxy for initial resourcing requirements and dynamically autoscale based 
on system performance metrics. 
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■ Single Insertion Workload (SIW): We create the graph database and load it with representative 
data. Every object insertion (node or edge) is committed directly and the graph is constructed 
incrementally. We measure the insertion time per block, which consists of large numbers of 
edges and the nodes that appear during the insertion of these edges and optimize for low 
millisecond resolution. 

■ Query Workload (QW): We then optimize execution on three common queries: 

○ FindNeighbors (FN): finds the neighbors of all nodes. 

○ FindAdjacentNodes (FA): finds the adjacent nodes of all edges. 

○ FindShortestPath (FS): finds the shortest path between the first node and 100 randomly 
picked nodes. 

 
All of this functionality is made possible by the seamless integration of ingestion, analytic, indexing, 
persistence, schema enforcement, and transaction processing components. Q:GraphStack uses a 
limited version of the Gremlin Query Language to allow users to initiate short-term traversals by way of 
a RESTful API. These are typically real-time semantic queries whose results should be returned in 
milliseconds. 
 
The agility and adaptability of Q:GraphStack augments the capabilities of today’s enterprise-analytics, 
whether there’s a concrete need for real-time monitoring and event correlation in order to proactively 
minimize impact of issues across a network’s infrastructure, or a more abstract need to understand 
complex interrelationships in order to optimize the effectiveness of a targeted advertising. 

 

Ready to learn more about QOMPLX:OS? Contact us today.  
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+1 (703) 995-4199  info@QOMPLX.com  www.QOMPLX.com 

Why QOMPLX® 

QOMPLX makes it faster and easier for organizations to integrate all of the disparate data 
sources across the enterprise into a unified analytics infrastructure to make better decisions. 
This broader analytics infrastructure is provided through QOMPLX:OS, an enterprise operating 
system that powers QOMPLX’s decision platforms in cybersecurity, insurance underwriting, and 
quantitative finance. Headquartered in Tysons, VA, QOMPLX, Inc. also has offices in New York 
and London. More information about QOMPLX can be found at https://www.qomplx.com/. 
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